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Figure 1: Different artists may prefer different tone reproductions of the same HDR image. The same artist may also choose to produce
different styles based on the situational/contextual considerations. The images reproduced by a professional artist using a different tool (top)
are replicated using our operator (bottom). Our algorithm can also learn the styles of an artist and produce results consistent with them.

Abstract

In this paper we propose a different approach to high dynamic range
(HDR) image tone mapping. We put away the assumption that there
is a single optimal solution to tone mapping. We argue that tone
mapping is inherently a personal process that is guided by the taste
and preferences of the artist; different artists can produce different
depictions of the same scene. However, most existing tone mapping
operators (TMOs) compel the artists to produce similar renderings.
Operators that give more freedom to artists require adjustment of
many parameters which turns tone mapping into a laborious pro-
cess. In contrast to these, we propose an algorithm which learns
the taste and preferences of an artist from a small set of calibra-
tion images. Any new image is then tone mapped to convey the
appearance that would be desired by the artist.
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1 Introduction

In the context of HDR imaging, tone mapping refers to the process
of reducing the dynamic range of an HDR image in a controlled
manner to display it on low dynamic range (LDR) display devices.
The difficulty in finding an optimal solution to tone mapping lies
in the fact that it is inherently a subjective process. The same
HDR image can be tone mapped in a multitude of styles depending
on the artist’s preference and situational/contextual considerations
(Figure 1).
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To some extent, variation is made possible by parameters of tone
mapping operators; different settings can yield different outputs.
But while some operators have none [Durand and Dorsey 2002] or
a few parameters [Fattal et al. 2002], others have too many such as
Photomatix’s proprietary TMO [HDRsoft 2010] (15 parameters).
Furthermore, one set of parameters that gives rise to a certain look
for one HDR image does not guarantee a similar look for another
HDR image due to differences between the images. Although, one
TMO exists to specifically counteract this consistency issue, it is
not versatile enough to produce a wide range of styles [Kim and
Kautz 2008]. As such, for artists, it remains a laborious process to
obtain the desired LDR depiction from a given HDR image.

We argue that this problem can be mitigated by using an approach
similar to picture calibration in modern TVs. At initialization, these
devices present the viewer with pairs of images from which the
viewer is expected to choose the preferred image. Each pair mea-
sures a different attribute such as color, contrast, and brightness.
Based on the viewer’s responses, these devices “learn” the viewer’s
preferences and use them when displaying new content. Similarly,
it is conceivable that a TMO learns the artist’s taste and preference
from a small set of calibration images and use them to reproduce
new content. Here, we present how this idea can be applied to pro-
duce a style-based tone mapping operator for HDR images.

2 Related Work

Image reproduction is a subjective process where artists of all per-
suasions are free to reflect their own interpretation into the final
rendering. Tone mapping is no different in creative expression than
the art of photography. There is essentially an infinite amount of
choices that an artist can make when tone mapping an HDR image
for display purposes (Figure 1). Perhaps, this is underscored by the
large number of TMOs that have so far been developed that produce
different outputs from the same HDR image [Reinhard et al. 2010].

However, most TMOs fail to provide sufficient freedom to artists
to express their creativity. Some operators have specific goals
such as preserving brightness [Tumblin and Rushmeier 1993], con-
trast [Duan and Qiu 2004], visibility [Ward et al. 1997], and the
photographic look [Reinhard et al. 2002]. Others model the hu-
man visual system (HVS) to mimic the perceptual response of a
human observer [Ferwerda et al. 1996; Pattanaik et al. 1998], some-
times also accounting for color appearance [Reinhard et al. 2012]



and device characteristics [Mantiuk et al. 2008]. Yet other opera-
tors provide parameter-free or a few parametered solutions that do
not model the visual mechanisms but nevertheless produce good re-
sults [Durand and Dorsey 2002; Fattal et al. 2002]. A few operators
that allow artistic freedom, on the other hand, do not incorporate a
style learning system that can be used to tone map multiple images
with the same style [Lischinski et al. 2006; Paris et al. 2011].

Of most similar to our work are the LDR retouching studies that
allow enhancing a new image using a set of previous training ex-
amples [Kang et al. 2010; Bychkovsky et al. 2011] or by automatic
exposure correction [Yuan and Sun 2012]. However, their focus is
not HDR image tone mapping.

The primary difference of the current method from the earlier work
is its ability to learn about the various tone mapping styles that may
be desired by an artist from a small set of calibration images. These
styles can then be applied to tone map a new HDR image. Our
algorithm is the first of its kind that gives the ability to batch process
a large number of HDR images with respect to different styles.

3 Algorithm

Our algorithm is comprised of two phases: calibration and oper-
ation (please see the accompanying video for a pictorial descrip-
tion). The purpose of the calibration phase is to create a presets
library that encodes the tone mapping preferences of an artist for
one or more styles. At the beginning of this phase, our interface
asks the artist to create a new style name. This not only puts the
artist in the mindset to make coherent stylistic decisions, but also
makes possible to gather different styles in a presets library.

Once a style name is given, we collect the tone mapping preferences
of the artist by asking him to tone map several calibration images.
The calibration images are selected via a semi-automatic procedure
that is explained in Section 3.1. The tone mapping method is similar
to the generic TMO [Mantiuk and Seidel 2008] with differences
explained in Section 3.2. Once all images are tone mapped, the
artist can proceed to the operation phase or repeat the calibration
process to create a new style.

In the operation phase, the artist is first asked to choose a style from
the previously created styles. Upon style selection, we look-up into
the presets library to find out the tone mapping parameters for each
of the calibration images. Assume that each image’s tone mapping
parameters are denoted by Pi = (pi1, pi2, · · · ) where the lower-
case parameter are the ones defined in Table 1. The problem that
we need to solve is that given a new HDR image j how to deter-
mine its tone mapping parameters Pj based on Pi. Note that this
is essentially an image similarity problem. If two images are sim-
ilar based on some distance metric (§3.1), we want to use similar
tone mapping parameters for them. Once the similarities are com-
puted, we find the tone mapping parameters using inverse distance
interpolation [Shepard 1968]:

Pj =

(
N∑
i=1

WijPi

)/ N∑
i=1

Wij , (1)

where N is the number of calibration images and weights Wij are
based on the Euclidean distances in the feature space:

Wij = (1/D2
ij)

α. (2)

Here, α is a power parameter that controls how rapidly the influence
of far away feature points decrease. In our implementation, we set
α = 1 for linear interpolation. The computation ofD2

ij is explained
in the next section along with calibration image selection.

Table 1: Our tone mapping parameters.

Brightness (b) Prct. mapped to half-max intensity
Contrast (c) Slope of the tone curve at b
Black point (bp) Prct. clamped to min intensity
White point (wp) Prct. clamped to max intensity
Color saturation (s) Saturation control exponent
Small detail strength (λs) UM factor for small details
Medium detail strength (λm) UM factor for medium details
Large detail strength (λl) UM factor for large details

3.1 Calibration Image Selection and Distance Metric

Ideally, one should use as many calibration images as possible
representing various environments with different characteristics.
However, calibration should also not be overwhelming; the user
should be able complete this stage in a reasonable amount of time.
To resolve these conflicting requirements, we opted for a semi-
automatic approach by taking all images from an HDR image
database [Fairchild 2007] and clustering them using the k-means
algorithm in a feature space suitable for our problem. We then
hand-selected a total of 6 images from different clusters.

We note that this is essentially a problem of visual image similar-
ity. Although there is a vast body of literature on image similarity
for LDR images [Datta et al. 2008; Shrivastava et al. 2011], we are
not aware of any extension to HDR images. Therefore, we picked
among the most successful features used in the earlier work and
combined them to create our feature vectors. In particular, we used
the HSV histograms [Ben-Haim et al. 2006] to represent the over-
all colorimetric similarity and histograms of gradients [Dalal and
Triggs 2005] to represent the structural similarity.

One challenge that we encountered when dealing with HDR images
was the large degree of variation of pixel values. Because each
image can have an arbitrary range, it makes it difficult to compare
their histograms. To tackle this, we tone mapped the images using
a simple function and clamped the result to the [0, 1] range:

Lout = Lin
/
(1 + Lin), (3)

The color channels are computed as [Schlick 1994]:

Cout = (Cin
/
Lin)Lout. (4)

After these transformations, we computed the HSV and gradient
magnitude histograms by using 15 bins for each feature. Unfor-
tunately, treating histograms as high dimensional points and com-
puting their Euclidean distances does not yield correct results as
this ignores the proximity information of the bins. To circumvent
this problem, we convolved each histogram with a 1-D Gaussian
(σ = 0.7) prior to combining them into a 60 dimensional feature
vector [Ben-Haim et al. 2006]. We accounted for the circular simi-
larity of the hue histogram. Thus our final distance metric between
two images i and j was the Euclidean distance, D2

ij between the
two 60 dimensional feature vectors.

D2
ij = (Hi −Hj)

T (Hi −Hj), (5)

where H represent the combined feature histogram. We used the
same metric when computing image similarity for the purpose of
tone mapping a new image. The calibration images that we selected
as a result of this process are shown in Figure 2. Full clustering
results are given in the additional materials.

3.2 Modified Generic TMO

Mantiuk and Seidel [2008] showed that although a large number of
TMOs exist, the majority of them can be modeled using a generic
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Figure 2: Calibration images c©Mark Fairchild.

tone curve ensued by a spatial modulation function for local ef-
fects. However, it has been shown by the authors that the same set
of parameters can give rise to vastly different outputs for different
images [Mantiuk and Seidel 2008]. Our style-based TMO is largely
inspired by this algorithm with the following modifications.

First, we express the parameters of the generic TMO in terms of
percentiles in an attempt to make them image-agnostic (Table 1).
For instance, setting a value of 50 for the brightness parameter
means that the b value in the generic TMO is computed as the me-
dian of the input image. Similarly, setting 95 for the white point
indicates that 5% of the brightest pixels will be burned out. At
this point, it may be argued that regardless of how the parameters
are represented, the same parameter settings may result in differ-
ent appearances due to differences between images. However, our
similarity metric is designed to counteract this; we use similar pa-
rameters for the images that are found to be similar.

A second modification we made on the generic TMO pertains to
spatial modulation. Mantiuk and Seidel used band-pass filters from
the modified Cortex transform to modulate the result of the global
tone curve. Instead, we first modulate the detail level of the HDR
image in multiple scales and then pass it through the global tone
curve. We have found that this approach yields better results as
the detail modulation is done in the original HDR space before
any compression. We have experimented with several approaches
namely unsharp masking (UM), bilateral filtering (BF) [Tomasi and
Manduchi 1998], and gradient reversal removed BF [Bae et al.
2006]. We observed that BF-based approaches are computationally
slower but are resistant to halos. UM, on the other hand, is efficient
but it is not designed to avoid halos. However, it has been shown by
earlier work that judicious use of UM can significantly improve im-
age sharpness and apparent contrast [Trentacoste et al. 2012]. As
such, we decided to use UM for local contrast manipulations by
also acknowledging that sometimes halos may be intentionally in-
troduced by the artist to create non-photorealistic styles. The level
of detail is controlled by first creating several low-pass images in
the logarithmic domain:

L′σs = gσs ∗ L
′, L′σm = gσm ∗ L

′, L′σl = gσl ∗ L
′, (6)

where L′ = logL and gσ are 2D Gaussians at different scales.
We empirically set the scales to σs = 0.0625%, σm = 0.3125%,
σl = 0.625% of the minimum image dimension. We then enhance
different bands with different factors:

Lsm = e
L′+λs(L

′−L′
σs

)+λm(L′
σs
−L′

σm
)+λl(L

′
σm
−L′

σl
)
. (7)

The spatially modulated luminance image, Lsm, is tone mapped us-
ing the generic TMO [Mantiuk and Seidel 2008] after converting
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Figure 4: Similarities of the two images from Figure 3 to each of the
calibration images. Note that higher bars indicate more similarity.

the global parameters from percentiles to absolute values. The tone
mapping parameters are found by interpolating the parameters of
the calibration images as explained above.

4 Results

To demonstrate the effectiveness of our method, we created sev-
eral representative styles with the assistance of a professional artist
(Figure 1). These were natural, conveying a natural photographic
look; candy style, where saturation and small scale details are em-
phasized, grittily representing a low saturation non-photorealistic
rendering with intentional contrast reversals, and painterly, which
is also somewhat saturated and has a smoother appearance.

We asked the artist to create these styles using a TMO of his choice
(PictureNaut was used). We then attempted to match these styles
using our modified generic TMO to understand whether these styles
can also be replicated by our method. Our results are shown in
Figure 1. Note that, although there are minor differences our results
are characteristically similar to those produced by the artist using a
different TMO. This indicates that our modified generic TMO is
general enough to reproduce a wide range of styles.

Next, we added these styles as presets into our tool to automati-
cally tone map new HDR images according to these styles. To this
end, we tone mapped our calibration images (Figure 2) to convey
the appearance of these styles, essentially going through the cali-
bration phase of our algorithm. We then batch tone mapped a large
number of images from the HDR Photographic Survey [Fairchild
2007] with each of these styles. Figure 3 shows two of our repre-
sentative results (see additional materials for extra results). Note
that despite the large variation of the image content, the selected
styles are successfully applied to each image. Manually tone map-
ping these images would take a large amount of time.

We show the performance of our image similarity metric in Fig-
ure 4. The images from Figure 3 are compared against the cali-
bration images. Note that Redwood Sunset has the highest degree
of similarity to Bar Harbor, both of which represent sunset scenes
by the coastline. Delicate Flowers, on the other hand, is found to
be the most similar to Bigfoot Pass. This is also expected as both
images depict a desert-like scenery. As such, our similarity metric
correctly assigns higher weights to images that are alike.

5 Conclusions

In this paper, we put away the assumption that there is a single
optimal solution to HDR image tone mapping. We recognize that
tone mapping is a subjective process that is guided by the taste and
preferences of the artist and situational/contextual considerations.
We propose a new method that can learn these preferences from a
small set of calibration images and apply them to new images for
tone mapping. Unlike previous work which is focused on LDR im-
age retouching, our approach allows batch processing a large num-
ber of HDR images with different styles and therefore can greatly
benefit practitioners in film, video, and photography industries.



Figure 3: Both images are automatically tone mapped using our algorithm. Source images c©Mark Fairchild.
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